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ABSTRACT
We present an experiment examining effects of gaze on
speech during three-person conversations. Understanding
such effects is crucial for the design of teleconferencing
systems and Collaborative Virtual Environments (CVEs).
Previous findings suggest subjects take more turns when
they experience more gaze. We evaluated whether this is
because more gaze allowed them to better observe whether
they were being addressed. We compared speaking behavior
between two conditions: (1) in which subjects experienced
gaze synchronized with conversational attention, and (2) in
which subjects experienced random gaze. The amount of
gaze experienced by subjects was a covariate. Results show
subjects were 22% more likely to speak when gaze behavior
was synchronized with conversational attention. However,
covariance analysis showed these results were due to
differences in amount of gaze rather than synchronization of
gaze, with correlations of .62 between amount of gaze and
amount of subject speech. Task performance was 46%
higher when gaze was synchronized. We conclude it is
commendable to use synchronized gaze models when
designing CVEs, but depending on task situation, random
models generating sufficient amounts of gaze may suffice.

KEYWORDS: Attentive Interfaces, Multiparty Mediated
Communication, Avatars, Agents, Gaze, Eye Tracking.
INTRODUCTION
The eyes have long been described as the mirrors of the
soul. Perhaps one of the most powerful of expressive
human facial features, the effect of eye gaze has literally
fascinated people throughout the ages. Sumerian clay
tablets dating back to 3000 BC already tell the story of
Ereshkigal, goddess of the underworld, who had the power
to kill Inanna, goddess of love, with a deadly eye [7]. Now
that we are attempting to build more sophisticated
conversational interfaces that mirror the communicative
capabilities of their users [5], it has become clear we need
to learn more about communicative functions of gaze
behavior [6]. We now see how a lack of support for the
communication of eye gaze may have been one of the
limiting factors in the social acceptance of a wide variety of
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new user interface technologies, ranging from video
conferencing to speech recognition systems [14, 16].
Problems become apparent particularly in multi-user, multi-
agent Collaborative Virtual Environments (CVEs) such as
FRED, and in multiparty video-mediated systems [15, 16].
FRED is a highly sophisticated embodiment system that
allows users to turn 3D texture-mapped scans of their faces
into physical head models that populate virtual worlds
connected through the Internet. The head models provide
photo-realistic 3D embodiments for users, as well as
intelligent conversational agents [15]. It is clear that the
ability to speak to multiple persona means users as well as
agents should have a way of establishing who is talking to
whom, a conversational function often associated with eye
gaze [14]. However, it appears that this not the only
communicative function of eye gaze. According to Argyle
& Dean [2], gaze is also used as a means for regulating
joint arousal, a function associated with intimacy and tele-
presence [14]. In a previous experiment, Vertegaal et al.
[17] found that subjects in a group conversation took more
speaking turns when there was more visible gaze at their
eyes. However, they did not determine whether this was
because more gaze allowed subjects to feel more
comfortable, or because more gaze allowed subjects to
better observe their partners’ conversational attention:
whom they were speaking or listening to at the time.

This relates to some of the questions raised during the
design of FRED. What metrics should we use to animate
eye gaze behavior in multi-agent, multi-user systems? Is it
sufficient to use stochastic models that generate certain
levels of gaze at the user, or do we need to synchronize eye
gaze behavior with conversational turn taking? In order to
investigate some of the above questions we performed an
experiment in which we evaluated the effect of gaze on
triadic group conversations in two conditions: one in which
gaze of conversational partners was synchronized with their
conversational attention, and one in which it was generated
stochastically. The amount of eye gaze was a covariate in
this experiment. First, we will discuss previous work, after
which we present our hypotheses and experimental details.
Finally, we discuss our findings and conclusions towards
effects of gaze on communication and the design of CVEs.
PREVIOUS WORK
In the early seventies, Argyle [1] estimated that when two
people are having a conversation, about 60% of the time
this involves gaze, the act of looking at the eyes and face of
a conversational partner. According to him, people look
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nearly twice as much while listening (75%) as while
speaking (41%). Nielsen [12] found people in dyadic
conversations gaze about 50% of the time, 62% gaze while
listening and 38% gaze while speaking. The amount of gaze
is subject to individual differences such as personality
factors and cultural differences. In general, however, gaze
patterns seem closely linked with speech behavior.
According to Kendon [11], person A tends to produce less
gaze at her interlocutor B as she begins speaking, and more
gaze as the end of her utterance approaches. This pattern
should be explained from two points of view. Firstly, in
the beginning of her utterance, A may occasionally
withdraw her attention from B to concentrate on what she is
going to say. When she approaches the end of her utterance,
subsequent action depends largely on B, causing her to
produce prolonged gazes. Secondly, changes in gaze may
function as signals to B. When looking away while
preparing an utterance, A signals that she is thinking,
forestalling responses from B. Prolonged gazes at B
towards the end of her utterance signal that A is now
ceasing to talk yet still has attention for him, effectively
offering the floor. However, Argyle & Dean [2] argued that
gaze functions only as a minor signal for taking turns, and
that there are other explanations for the effects observed by
Kendon. According to their Equilibrium of Intimacy
theory, one of the most basic effects of gaze is a
heightening of arousal of the individual looked at [2].
Depending on context, that individual may interpret gaze as
a communication of interest, liking, loving, dominance or
hostility. Similarly, gaze avoidance may be interpreted as
indifference, evasiveness, coldness, submissiveness or
defensiveness [1]. Argyle and Dean [2] suggested there is an
optimal level of intimacy for different communication
situations, and that gaze, in regulating the occurrence of
mutual gaze, is an important factor in maintaining this
equilibrium. Other factors which affect the equilibrium
include physical proximity and intimacy of topic.
Gaze as a Cue in Multiparty Conversations
That said, one should note that in a multiparty setting, any
turn taking cue may function effectively only if information
about the addressee is included. This is because multiparty
conversational structure is much more complicated than its
dyadic equivalent. As soon as a third speaker is introduced,
the next turn is no longer guaranteed to be a specific non-
speaker. This poses problems for the regulation of turn
taking. When we consider the earlier example of a speaker
yielding the floor in a multiparty situation, the question
arises to whom he or she would yield the floor, i.e., who
would take the next turn. It has long been presumed that
gaze provides critical information in resolving this process
[10, 11]. To verify the potential relationship between gaze
and turn taking, Vertegaal et al. [17] measured the number
of turns taken during triadic mediated conversations with
different levels of gaze. They found that subjects took less
turns when the amount of gaze was below normal (r=.34
between amount of gaze and number of turns taken). Also,
subjects indicated they were less able to perceive who was
talking to whom when the percentage of gaze was lower,
i.e., closer to normal. Vertegaal et al. reported two possible
explanations for their findings:

Explanation 1). Gaze Codes Conversational Attention.
According to a study by Vertegaal et al. [16] on four-
person conversations, gaze at the eyes does indeed code
whom is being addressed or listened to with great
certainty. When someone is listening or speaking to an
individual, there is a high probability that the person he
looks at is the person he listens (88% chance) or speaks
to (77% chance). This information does not seem coded
by other non-verbal means. As such, subjects used gaze
to see when they were addressed or expected to speak,
and had difficulties obtaining and yielding the floor in
conditions where levels of gaze were too low.

Explanation 2). Gaze Affects Level of Intimacy. Subjects
used gaze to regulate their equilibrium of intimacy [2].
Low levels of gaze made it difficult for subjects to
upkeep their level of intimacy or arousal, making them
feel uncomfortable and less inclined to take the floor.

HYPOTHESES AND PREDICTIONS
In order to validate these hypotheses for the effects of gaze
on multiparty turn taking, we designed an experiment that
compared behavior of subjects on a number of
conversational variables between two triadic mediated
conditions: 1) one in which gaze by their conversational
partners was synchronized through time with the
conversational attention of those partners, and 2) one in
which gaze was randomized. If one would find more
speaking turns in the condition in which gaze was
synchronized with turn taking this would be in support of
Explanation 1. Our first hypothesis was:

H1“People are significantly more likely to speak when
gaze behavior of conversational partners is synchronized
through time with their conversational attention”

To validate Explanation 2) we also needed to vary the
levels of gaze: if we would find more speaking turns with
more gaze, regardless of condition, this would be in
support of Explanation 2. Our second hypothesis was:

H2 “People are significantly more likely to speak when
their conversational partners gaze more.”

These hypotheses were not necessarily mutually exclusive.

Comparable Experiments and Predictions
There have been few experiments that studied effects of gaze
synchronization on (mediated) conversation. Colburn et al.
[6] compared looking behavior of subjects between a
number of dyadic mediated communication conditions. In
one of the conditions an avatar produced fixed gaze at the
subject. In another condition an avatar produced gaze
synchronized with speaking turns, using a probabilistic
model. They found subjects themselves gazed slightly more
when they were listening to the synchronized avatar. In a
related experiment, Garau et al. [9] compared subjects’
evaluations of dyadic conversations in a number of
mediated conditions: video, audio-only, and two conditions
in which an avatar was used. The two avatar conditions
differed only in their treatment of eye gaze. In the inferred-
gaze condition the avatar’s head and eye animations were
synchronized with the turn taking process,
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Actor 1 Actor 2

Gaze at actor

Looking away

Looking down

Gaze at subject

Figure 1. The pool of images, four per actor, selected for
presentation to subjects through the teleconferencing system.

in the random-gaze condition they were not. They found
that the inferred-gaze avatar significantly outperformed both
the random-gaze model and audio-only conditions on
several response measures. They concluded that an avatar
whose gaze behavior is related to the conversation is a
marked improvement upon an avatar that merely exhibits
liveliness. Their experiment did not provide measurements
of speaking behavior.

However, given earlier evidence, we predicted both
Hypotheses 1 and 2 should hold true. We tested our
predictions using a number of dependent measures of
speech behavior, many of which had been demonstrated to
be sensitive in the past [17]. In the next section, we
describe these measures and our implementation of the
experiment in more detail.

METHODS
We designed a group communication experiment in which
the synchronization of gaze was a factor and the amount of
gaze a covariate. To allow control of our independent
variables each group consisted of two double-blind actors
pretending to be subjects, and only one subject who was
administered treatment. Each group completed a
collaborative task during what the subjects believed to be a
10-minute three-way video conferencing session. The
images of the actors seen by the subjects were in fact
generated by a computer algorithm that implemented our
treatment. We used a between-subject design to compare
subject speech behaviors, gaze behavior as well as task
performance between two matched groups treated with the
following conditions:

Eyetracker

12.5 cm

9.5
cm 6.5 cm

7 cm

31 cm

23
cm

1.4 cm
analysis region

Figure 2. Teleconferencing system experienced by subjects.

1) Sync Condition. In this condition, the subject
experienced gaze by the actors whenever they spoke or
listened to him. To constitute this condition, we
measured whom the actors were speaking or listening
to throughout the session: actors scored their
conversational attention in real time using accord
keyboards. As will be outlined below, this score data
was used to determine throughout the session which
one of four still images to select for presentation to the
subject: gaze at the subject, gaze at the other actor,
looking away or looking down (see Figure 1).

2) Random Condition. In this condition, the selection of
actor images was not associated with conversational
attention. As outlined below, care was taken that the
average amount of gaze experienced in this condition
would be similar to that experienced in the sync
condition.

It is important to note that only covariance analysis, or a
related statistical method, would allow exact control of
potential differences in the average amount of gaze between
conditions. This is because in the sync condition, the
amount of gaze at the subject inherently depended on the
number of times the subject was addressed or listened to by
the actors, and therefore beyond our exact control.

Experimental Details
All subjects were paid volunteers, mostly students. Prior to
the experiment, we tested all subjects on eyesight,
personality, and their ability to operate the eye tracking
system. We allocated each subject to a condition in a way
that matched groups on average of personality score
(extraversion), English language ability, age and sex
composition [4]. We used a total of 34 subjects, with each
treatment group containing 17 subjects (9 male, 8 female).
Figure 2 shows the setup as experienced by subjects.
Subjects were seated in a chair with a neck support. A 17”
monitor displaying images of Actor 1 and 2 at 800 x 600
resolution was placed 60 cm in front of them. Actor images
measured 320 x 240 pixels. An LC Technologies eye
tracker, mounted below the monitor, registered the subjects’
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State Gaze at
Subject

Gaze at
Actor

Look
Away

Look
Down

(1) Speaking or
listening to subject

67%
p=.51

13%
p=.10

13%
p=.25

7%
p=.14

(2) Speaking or
listening to actor

13%
p=.10

67%
p=.51

13%
p=.25

7%
p=.14

(3) Speaking or
listening to both

35%
p=.24

35%
p=.24

20%
p=.35

10%
p=.17

Duration of image
selection (s)

2.0 2.0 .8 .8

Table 1. Predicted percentages of time with associated
probabilities (p) and durations (s) for selection of actor images
in different conversational states. In the random condition all
conversation was treated as state (3), speaking or listening to
both. Actual percentages differed in the sync condition.

eye fixations. The actors were seated in a separate room,
and all participants used microphone headsets to
communicate. To avoid being unduly influenced, actors
could not see the subject or each other, and did not know
the purpose of the experiment or what treatment was being
administered. Actors only had keyboards, with which they
scored their conversational attention.

Session Procedure and Task
We used the same session procedure and group problem
solving task outlined by Vertegaal et al. [17]. Before each
session, the subject and actors introduced themselves to one
another. The subject was then asked to join the actors –
perceived as subjects also – in solving as many language
puzzles as possible. For each puzzle, subjects and actors
were presented with a different fragment of a sentence. To
solve the puzzle the group had to construct as many
meaningful and syntactically correct permutations of the
sentence fragments as possible. The number of correct
permutations generated by the subject was used as a
measure of task performance. After the previous puzzle was
completed, a new sentence fragment appeared below the
actor images on the subject’s screen for 10 seconds (see
Figure 2). The actors had all fragments and correct
solutions listed on paper instead. Throughout the session,
the subject’s role was to submit each solution to Actor 1,
who pretended to enter it for verification by computer. After
this, Actor 2 reported its correctness. Our task has several
clear advantages: 1) it has been demonstrated to be
insensitive to gross manipulation in the amount of gaze
experienced by subjects (see [17] for details); 2) It is a non-
emotional conversational task that gives a clear measure of
subject performance; 3) The task does not interfere with
presentation of visual stimuli; 4) The task stimulates
interaction between all participants.

Stimulus Presentation
Although subjects believed they were communicating with
the actors using a video conferencing system, they were
being presented with images of the actors that were
generated by the software algorithm that constituted our

experimental treatment. Before the experiment, we captured
four images of each actor (see Figure 1): (1) gaze at the
subject; (2) gaze at the other actor; (3) looking away and (4)
looking down. During each session the actors scored, using
an accord keyboard, whether they were speaking or listening
to the actor or to the subject. At the same time, speech
activity by all participants was registered and processed by
a real-time analysis algorithm described below. This
algorithm effectively constituted a low-pass filter that
determined whether a participant was in fact speaking.
Using a simple set of binary logic rules, real-time
conversational attention scores from the actors were
combined with the outcome of speech activity analysis to
determine the current conversational state for each actor:

(1) Speaking or listening to the subject. The actor scored
conversational attention for the subject while he or the
subject was speaking.

(2) Speaking or listening to the other actor. The actor
scored conversational attention for the other actor while he
or the other actor was speaking.

(3) Speaking or listening to both participants. The actor
scored no conversational attention, or scored conversational
attention for both participants.

Image Selection Using Gaze Behavior Models
For each conversational state a simple model of human gaze
behavior determined, for each actor, which of the four
images to select for presentation to the subject. In the sync
condition the model always selected gaze at the subject as
the first image when entering state (1), and gaze at the
actor when entering state (2). 500 ms after entering these
states the model would continue selecting subsequent
images probabilistically. In state (3) the model would
always use probabilistic image selection. For each image,
Table 1 shows the selection probabilities (p) of the model
associated with each state. For each image, Table 1 also
shows the duration with which that image appeared on the
subject screen before a new selection was made. As long as
the state remained the same, the system would continue to
select images with the probabilities and durations
associated with that state. When entering a new
conversational state, however, the system would
immediately select a new image. A simple low-pass filter
ensured image transitions on the subject screen would never
be shorter than 500 ms. In the randomized condition all
data was processed the same way, but the conversational
state selection output was ignored. As such, the system
would remain in state (3).

Validity of Gaze Behavior Models
For each conversational state Table 1 also shows the
theoretical percentage of time that that image would appear
on the subject’s screen if the system remained in that state.
Numbers were based on mean percentages and durations of
gaze found in literature [1, 3, 8, 10, 11, 13, 16]. To
minimize differences between conditions, we decided
against a naturalistic approach that would model differences
in mutual gaze and differences between speaking and
listening behavior [6]. For dyadic situations we used
percentages of gaze found for listening behavior as these
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would best convey the attentive signal. Unfortunately, very
little is known about people’s gaze behavior in
conversations with three participants. Exline [8] observed
much lower amounts of gaze and mutual gaze than in
dyadic situations due to divided visual attention. According
to him, participants in triadic conversations gaze about 30%
of the time, 36% gaze while listening and 31% while
speaking (including conditions with divided conversational
attention). Vertegaal et al. [16] found percentages of gaze by
a single addressed individual in a four-person group similar
to those found by Argyle and Nielsen in dyadic
conversations (62%). They also found that speakers in a
four-person conversation gaze at others than the person they
address about 12% of time, and that the rest of gaze
behavior is spent looking away (mostly sideways while
thinking). Most studies report a wide variability in the
duration of individual glances. Argyle & Ingham [3] report
gaze durations anywhere between 2 and 7 seconds, with an
average of about 3.0 s. Rutter et al. [13] report durations
between 2.6 s and 6.0 s with an average of 4.4 s. In their
experiment, Garau et al. [9] used mean gaze durations
between 1.6 and 2.5 s. Colburn et al. [6] used a mean gaze
duration between 4.0 and 6.0 s. (2.0 s during mutual gaze).
Our model selected the gaze at the subject image in units
of 2.0 seconds (see Table 1). Given the high probability of
successive selections, this yielded a theoretical mean length
of 2.4 s while speaking or listening to two persons, and 5.1
s while listening or speaking to one person. We arrived at
the statistics presented in Table 1 after carefully fine-tuning
our models such that the observed average percentage of
gaze at the subject in the sync condition was likely to be
within an error margin of about 10% of that in the random
condition. This was based on observations in an earlier
experiment [17], where only gross differences in gaze
amount (200% or more) triggered observable effects.

Reliability and Validity of Conversational Attention Scores
The actors’ task of scoring conversational attention was
very similar to the one applied successfully by untrained
subjects in [16]. Before scoring, actors were carefully
instructed on the task. They practiced for more than 3 hours
with 20 subjects in 20 training sessions. For each actor,
training scores were compared with those made by the
experimenter. The agreement of scores was calculated as a
percentage of time in which scores overlapped (with a
resolution of 120 ms). Pooled between actors, the average
overlap was better than 87.5% of time. The scoring process
was also monitored continuously by the experimenters
throughout each session. The lag in the registration and
image selection process was less than .01 s.

Processing Speech Activity
The speech energy produced by the subject and actors was
individually calibrated and registered with a temporal
resolution of 120 ms. We analyzed this data in real time
throughout the session to determine whether one of the
discussants was speaking or listening. It is not evident that
the energy produced during speech activity is a good
indicator of what we consider to be a meaningful
conversational contribution or talkspurt: a string of words
produced by the same speaker. This is because throughout

the articulation of speech, a speaker may introduce various
moments of silence: between phonemes, between words,
and between strings of words. To present our visual stimuli
in a meaningful fashion, we needed to filter these pauses.

We used a real-time version of the fuzzy algorithm
presented by Vertegaal et al. [16]. This algorithm processed
the speech activity of each actor and the subject,
designating moments of silence and moments of talkspurt
activity by each conversational partner. First, our algorithm
filled in 240 ms pauses to account for stop consonants,
effectively removing pauses within words [16]. Then, the
algorithm removed pauses between consecutively spoken
words to identify talkspurts, a series of phonemic clauses
uttered by the same speaker. The phonemic clause is
regarded as a basic syntactic unit of speech. On average, it
consists of 2-10 words with a duration of approximately
1.5 s, providing an estimate for finding the shortest
uninterrupted vocalizations (see [17] for a discussion). To
identify talkspurts, a 13-sample (1.5 s) window moved over
the speech data, filling samples within a 70% confidence
interval around its mean position with speech energy if
more than half of the samples in the window indicated
speech activity, and if this speech activity was balanced
within the window (see [17] for a graphical illustration).
The algorithm would only treat talkspurts longer than an
average phonemic clause (i.e., 1.5 s) as speech. To prevent
an initial lag of 1.5 s before talkspurt identification, we
used a version of the above algorithm with a 0-sample
window that would identify the presence of speech activity
within a few samples. Talkspurts would end 1.5 seconds
after the current speaker fell silent or, if the speaker was an
actor, immediately when the actor stopped scoring
conversational attention.

ANALYSIS
The first 5 minutes of 34 sessions were analyzed. We used
automated analysis only, verified by human observers. All
measurements were corrected for system lag and
synchronized using time code.

Analyzing Eye Movement Recordings for Gaze
We analyzed eye movement registrations of subjects for
gaze at each actor’s facial region. At the start of each
session, we determined the top left and bottom right
locations of the boxes on the screen that contained the actor
images (see Figure 2). In each box, we then fitted a circle
that constituted the facial region boundaries (see Figure 2
[16]). Our subsequent automated analysis procedure was
straightforward: it registered gaze for a conversational
partner whenever the tracked subject fixated within the
circle around the facial region of that partner. All saccades
were skipped.

Accuracy of Eye Movement Registration and Analysis
We calibrated the eye tracker for each subject. The
calibration procedure was repeated until the error leveled
below .5°. The mean bias error of fixation points was .4° or
about .5 cm on the screen. Fixations were recorded with a
temporal resolution of 120 ms, roughly the minimum
human fixation time [16]. The mean latency of fixation
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Sync
Cond.

Random
Cond. T-Test

Amount of gaze at
subject per actor
(% time)

39.7
(0.9)

35.4
(0.7)

p < .001
(2-tailed)

Amount of gaze by
subject per actor (%
time)

18.2
(1.9)

20.4
(1.6)

not sign.
(2-tailed)

Table 2. Means, std. errors and results for pooled percentages
of time subjects experienced gaze by an actor and pooled
percentages of time subjects looked at one of the actors during
the first 5 session minutes.

Sync
Cond.

Random
Cond. T-Test Corr.

Gaze

Subject amount
of speech (% time)

18.5
(1.2)

15.2
(1.3)

p < .05
(1-tailed)

.62
p < .001

Subject number
of talkspurts

27.9
(1.7)

22.1
(1.6)

p < .01
(1-tailed)

.54
p < .01

Subject number
of turns

9.4
(0.7)

8.8
(0.6)

not sign.
(1-tailed)

.34
p < .05

Actor pooled
number of turns

6.6
(0.4)

7.7
(0.5)

p < .05
(2-tailed) not tested

Subject  task
performance

18.9
(1.5)

12.9
(1.2)

p < .01
(2-tailed) not sign.

Table 3. Means, std. errors and results for percentage of time
subjects spent speaking, number of talkspurts by subjects,
number of turns by subjects and the pooled number of turns b y
actors in different conditions during the first 5 session minutes.
Also shown are means, std. errors and results for the number o f
correct answers given by subjects. Also shown is the
correlation with the covariate.

Sync
Cond.

Random
Cond.

F-Test
Cond.

F-Test
Gaze

Subject amount
of speech (% time)

16.4
(1.1)

17.3
(1.1)

not sign. p<.001

Subject number
of talkspurts

25.5
(1.6)

24.5
(1.6)

not sign. p<.001

Subject number
of turns

8.8
(0.7)

9.4
(0.7)

not sign. p=.05

Table 4. Means, std. errors and results for percentages of time
spoken by subjects, number of talkspurts by subjects and
number of turns by subjects adjusted for differences in the
covariate: the pooled percentage of actor gaze at the subject.
Also shown is the resulting effect of the covariate.

registration was .36 s, and corrected for during analysis. A
human observer checked results from the automated gaze
analysis procedure by reviewing a video of sessions with
subject fixations, facial regions of partners, and the results
of gaze analysis superimposed. No errors were detected.

Analyzing Speech Recordings for Turns
Speech energy was registered with a mean lag of 120 ms,
which was corrected for during analysis. Firstly, we
calculated the percentage of time during which the subject
produced speech energy. A non real-time equivalent of our
talkspurt identification algorithm was subsequently used to
identify the number of talkspurts and turns for subjects and
actors (see [16] for details). This algorithm defined a turn as
a series of talkspurts by the same speaker bounded by a
speaker switch. Turns included any pauses that occurred
before the speaker switch.

Reliability and Validity of Speech Analysis
Vertegaal et al. (see [17] for details) considered the validity
of this analysis process to be quite good. We further
evaluated the results of our analysis by superimposing turn
assignments for each partner onto a video registration of
each session. An estimated 3% of session time was
classified erroneously. Since we would only further
compromise our turn assignments by skipping parts of the
data, we decided not to correct these errors.

RESULTS
To compile our statistics we averaged all measures over the
analyzed 34 sessions. All data was normally distributed
(Kolmogorov-Smirnov test, p>.05) and of equal variances
(Levene’s test, p>.05). All planned comparisons were
carried out using 1-tailed paired t-tests, evaluated at a=.05.
All other comparisons were carried out using two-tailed
tests. Covariance analyses were carried out using both
multivariate (Pillai’s Trace) and univariate tests.

Table 2 shows the mean percentages of gaze produced by
and experienced by subjects during the sessions. Subjects
experienced approximately 12.4% more gaze by the actors
in the sync condition (39.7%) than they did in the random
condition (35.4%) (t(32)= –3.85, p<.001, 2-tailed).
Subject’s gaze at the actor images did not differ
significantly between the sync (18.2%) and random (20.4%)
conditions (t(32)= .88, p>.05, 2-tailed). Table 3 shows the
results for our conversational and task performance
measures. Subjects spent about 22% more time speaking to
the actors in the sync condition (18.5%) than they did in
the random condition (15.2%) (t(32)= –1.87, p<.05, 1-
tailed). They used about 26% more talkspurts in the sync
condition (27.9) than they did in the random condition
(22.1) (t(32)= -2.52, p<.01, 1-tailed). The number of turns
taken by subjects did not differ significantly between the
sync (9.4) and random (8.8) conditions (t(32) = –.57,
p>.05 1-tailed). However, on average, actors took about
17% more turns in the random condition (7.7) than they
did in the sync condition (6.6) (t(32) = 2.29, p<.05, 2-
tailed). Subjects gave about 46% more correct answers in
the sync condition (18.9) than they did in the random
condition (12.9) (t(32)= –3.19, p<.01, 2-tailed). Table 3
also shows the effect of our covariate – the mean percentage
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of time subjects experienced gaze – as a partial correlation
with our dependent variables, corrected for the effect of
treatment variable condition. The amount of gaze
experienced by subjects had a significant effect on our
conversational measures. It accounted for approximately
36% of the variance in the percentage of time subjects
spoke (r=.62, p<.001, 1-tailed). It accounted for about 29%
of the variance in the number of talkspurts uttered by
subjects (r=.54, p<.01, 1-tailed), and about 12% of the
variance in the number of subject turns (r=.34, p<.05, 1-
tailed). The effect of our covariate gaze amount was
particularly strong in the sync condition where it accounted
for as much as 50% of the variance in subject speech
activity (Sync r=.70, p<.001 1-tailed; Random r=.53, p<.05
1-tailed). The amount of gaze experienced by subjects did
not have a significant effect on task performance (r=.23,
p>.05, 1-tailed). To help evaluate our hypotheses, Table 4
shows the results of covariance analysis for qualifying
dependent variables with marginal means adjusted for
effects of gaze. The effect of our covariate on conversational
measures was highly significant (Pillai’s Trace; F(3, 29) =
6.5, p<.01). Subjects spoke significantly more often with
higher amounts of gaze (F(1,31) = 19.3, p<.001). Subjects
also used significantly more talkspurts with higher amounts
of gaze (F(1,31) = 12.9, p<.001), and we found a similar
trend in the number of turns taken by subjects (F(1,31) =
3.9, p=.05). With the effect of differences in amounts of
gaze taken out of the equation, differences between
conditions in subject conversational measures were in fact
not significant (Pillai’s Trace, F(3, 29) = .735, p>.05;
Subject amount of speech F(1, 31) = .285 p>.05; Subject
number of talkspurts F(1, 31) = .175, p>.05; Subject
number of turns F(1, 31) = .392, p>.05). We found no
significant differences between conditions in the answers to
any of the questionnaire questions.

DISCUSSION
We will now discuss the above findings, and their
implications for each of our hypotheses.

Hypothesis 1: People Are More Likely to Speak
When Gaze Conveys Conversational Attention
Our preliminary results would seem to provide clear
support for our first hypothesis, stating that people are
significantly more likely to speak when gaze behavior of
conversational partners is synchronized through time with
their conversational attention. Subjects produced 22% more
speech in the sync condition, using 26% more talkspurts.
Although differences between conditions in the number of
subjects turns were not significant, actors took 17% percent
more turns in the random condition. We believe this was to
compensate for what they perceived as a lack of subject-
initiated turns. However, the surprisingly strong
correlations in both sync and random conditions between
the amount of gaze and the amount of speech suggest that
the small absolute difference of 4% between conditions in
the mean amount of gaze was responsible for the above
effects. In the sync condition, about 50% of the variance in
speech behavior was accounted for by the variance in levels
of gaze! Similarly, in the random condition about 28% of
the variance in speech activity was accounted for by the

variance in levels of gaze. Our covariance analysis confirms
this, showing a significant effect of level of gaze on our
conversational variables, but no significant effect of
condition. This means our findings do not support
Hypothesis 1. We did find a higher task performance in the
synchronized condition. However, we did not find a
significant correlation between the amount of gaze and task
performance, or between task performance and any of our
conversational variables. This means that in all likelyhood,
the observed increase in the amount of speech was
independent of task performance differences. It appears that
we should not equate the quality of the conversation – in
terms of the number of correct answers submitted – with
the quantity of conversation.

Hypothesis 2: People Are More Likely to Speak
When They Are Being Gazed at More
With regards to our second hypothesis, we verified whether
people are significantly more likely to speak when their
conversational partners gaze more. Results of our covariance
analysis provides clear support for this hypothesis. We
found a surprisingly high correlation across conditions of
r=.62 between the amount of gaze and the amount of speech
activity. We also found significant correlations between
amount of gaze and the number of talkspurts (r=.54) and
turns (r=.34). This leads us to accept our second
hypothesis.

New Hypotheses and Implications for Design
We believe the above findings may shed a new light on the
function of gaze behavior in multiparty conversation, one
that perhaps warrants new hypotheses. We have come to
believe that our two explanations for the effects of gaze on
conversation are perhaps more closely related than
previously thought. On the one hand, the amount of gaze
may influence the amount of speech by influencing joint
arousal between conversational partners. On the other hand,
the perceived amount of gaze may function as a general
measure of confidence for users that they are being attended
to. In both cases, effects would appear irrespective of
synchronization of gaze behavior, and would be consistent
with our findings. As for the design of model-driven
character animations in systems that employ avatars or
conversational agents, our results suggest it commendable
to use synchronized gaze models, if only because of a
positive influence on collaborative task performance.
However, in cases where task performance is not an issue,
or where it is not possible to synchronize behaviors, the use
of random gaze models that generate sufficiently high
amounts of gaze may in fact be quite acceptable. As for the
design of multiparty video-mediated systems, our results
strongly underscore the importance of proper conveyance of
eye gaze.

CONCLUSIONS
In this paper, we presented an experiment examining effects
of gaze – looking at a person’s eyes and face – on speech
activity during three-person group conversations. Our
experiment aimed to explain earlier findings of subjects in
group conversations taking more speaking turns with more
gaze. Did more gaze allow subjects to better observe
whether their partner was speaking or listening to them, or
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did it make them feel more comfortable and therefore more
inclined to take the floor? To evaluate this, we compared
speaking behavior between two conditions: (1) in which
subjects experienced gaze synchronized with the
conversational attention of their partners, and (2) in which
gaze was randomly presented. The amount of gaze
experienced by subjects was a covariate in this experiment.
Results show that with 22% more speech and 26% more
talkspurts, subjects were significantly more likely to speak
when gaze behavior of partners was synchronized with
conversational attention. Task performance was also 46%
higher in this condition. However, analysis of covariance
showed differences were due to small differences between
conditions in the amount of gaze, with high correlations
between the amount of gaze and amount of subject speech
(r=.62), number of talkspurts (r=.54) and number of turns
(r=.34) in both conditions. We therefore did not find
evidence that people are more likely to speak when the gaze
behavior of their conversational partners is synchronized
with conversational attention of those partners. Instead,
people are significantly more likely to speak when their
conversational partners gaze more. Our experiment was
inspired in part by the question how to generate eye gaze
behavior of animated characters in multi-agent, multi-user
communication systems. We conclude that it is
commendable in such systems to use gaze models that are
synchronized with speaking turns. However, the use of
random gaze models may suffice in situations where task
performance is not critical, or where gaze synchronization is
not possible. As for the design of multiparty video-
mediated systems, our results strongly underscore the
importance of proper conveyance of eye gaze in such
systems.
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